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Predicting practical speedups offered by future quantum computers has become a major focus of the quantum
computing community. Typically, these predictions are supported by lengthy manual analyses and numerical
simulations and are carried out for one specific application at a time. In this paper, we present TrAQ, a
principled approach towards estimating the quantum speedup of classical programs fully automatically and
with provable guarantees. It consists of a classical language that includes high-level primitives amenable to
quantum speedups, a cost analysis, and a compilation to low-level quantum programs. Our cost analysis upper
bounds the complexity of the resulting quantum program in a fine-grained way: it captures non-asymptotic
information and is sensitive to the input of the program (rather than providing worst-case costs).

1 Introduction

Quantum computing gives us access to a plethora of quantum algorithms that can offer asymptotic
speedups relative to their classical (i.e. non-quantum) counterparts. Examples include Grover’s
algorithm [9, 22, 25], which offers a quadratic speedup for unstructured search, quantum max/min-
finding [19], quantum counting [12], Shor’s algorithm for factorization and discrete logarithms [34,
35], quantum algorithms for linear systems [23] and convex optimization problems [10, 40]. The
Quantum Algorithm Zoo [26] is a comprehensive collection of quantum algorithms, discussing
their complexity and potential speedups.

We would ideally like to take advantage of such speedups in programs. One common approach
to utilizing quantum subroutines is by quantization [1, 39]. This refers to implementing a chosen
classical subroutine using a quantum algorithm. This technique can be used in a larger context,
by replacing many subroutines of a large classical program, each with their respective quantum
implementation. For example, if a program that uses search, we can implement this search call
using Grover’s algorithm. This approach has been widely used to develop quantum algorithms for
cryptanalysis [3, 7, 8, 18, 30, 33], and NP-hard optimization problems [6, 17, 20, 27, 29, 41, 42].

A natural question to ask is whether such a quantization offers an actual quantum speedup in
practice, and for what problem sizes and instances. Unlike classical programs, we often cannot yet
run the new quantum program due to a lack of adequate quantum hardware. Therefore we must be
able to estimate the cost of the new quantum program, to understand which subroutines to quantize
to obtain a speedup [24, 32, 37]. In spite of lack of hardware to run the quantum programs, such
estimates have many practical applications. For instance, they are used by cryptanalysts to estimate
the cost benefits of making their attacks quantum — the cost estimates are used to determine the
size of keys. They can also provide insights into which subroutines to quantize in a larger program
to obtain better speedups. To summarize, the question we wish to address in our work is:

Can we estimate input-dependent quantum cost of quantized classical programs with provable
guarantees, and without running or simulating quantum programs?

This approach has been used in prior works to study quantum speedups. An important area
of study are search algorithms for cryptanalysis: pre-image attacks on SHA-2 and SHA-3 [7],
lattice problems [3, 30], security of AES [8, 18], and generic nested search algorithms [33]. Other
applications include SAT [13, 14, 17, 20], community detection [16], knapsack [41, 42], linear
solvers [27], and simplex [6, 29]. So far, these such analyses had to be done manually by hand,
which can be tedious and error-prone, and they required deep quantum expertise to arrive at the
desired quantum cost estimates.
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This work. We present TRAQ, a principled framework for automating the cost analysis of quantized
programs. We developed a Haskell package traq, which consists of an EDSL to describe classical
programs with high-level quantizable primitives. We also develop a meta-theory formalizing the
core language, compiler, and cost analyses. We provide formal guarantees by proving that our
compiler preserves semantics up to a factor of the total error, and that our cost analyses upper-bound
the actual cost of the quantum programs.

2 Background

Now, we concretely explain the precise input model we use to load data into our programs, and the
cost model used by our cost analysis to bound the complexity of these programs.

Query Model. Consider a function f : X — Y for some finite sets X, Y, which encodes some
problem input. A query to f is simply calling the it on some inputs x € X, to obtain the value
f(x) € Y. Quantum algorithms such as Grover [22] and Simon [36] exact an advantage when they
can query such a function in superposition. That is, they query a unitary Uy which has the following
action:

Ur [x) 10) =[x} |f (x)) (1)

for every x € X. Here |x) is a quantum basis state vector corresponding to x. Such a model for
quantumly querying a function is commonly used in many applications, e.g. in cryptography [2].
Such a unitary Uy can either be described by some quantum circuit, or loaded from data using a
data-structure like a QRAM/QROM [21].

Program Cost. Our framework estimates the number of calls or queries made to each externally
provided function as described above, where each such function represents some input data to the
program. This approach, known as query complexity [15], yields a well-established proxy for time
complexity, and is agnostic of the details of the platform (hardware, gateset etc.).

3 Overview of TRAQ

We give an overview of our framework by describing challenges in quantizing classical programs
and then, explain our compiler-aware cost analysis using illustrative example.

3.1 Quantizing Classical Programs

As motivated before, in this work we study quantized classical programs. To express quantized
classical program, we give a classical source language CpL, in which we enable quantization by
providing high-level primitives, where each primitive can be implemented using either a classical
algorithm or a quantum algorithm. That is, if a CpL program uses a high-level primitive, then it can
be quantized.

Compilation. To quantize the classical program, we provide a compiler Q-] from CpL to a classical-
quantum programming language, called QpL, as our target, including appropriately compiling each
high-level primitive to its underlying quantum algorithm.

Primitives. We model each primitive as a second-order function, which takes a number of functions,
and arguments to solve a certain computational problem. For example, the search primitive, which
takes a boolean predicate, and finds an input satisfying it or outputs false if no such input exists.
We can utilize such a primitive to solve the SAT problem:

b <- any[f]

where f : {0,1}" — {0,1} is a SAT formula over n variables. It returns b = 0 if this instance is
satisfiable, otherwise returns b = 0. Otherwise it returns b = 0 and an arbitrary x. This can be
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implemented classically using repeated sampling, and quantumly using Grover’s search [9, 22].
Concretely, we can quantize it by compiling it to the quantum implementation.

Compilation Challenge: Accuracy. Quantum algorithms for primitives, such as Grover’s search [22]
are probabilistic in nature, i.e. they have some failure probability. These errors add up in a program
that calls multiple primitives. Therefore we must choose a failure probability for each primitive
call in the program, satisfying an overall error budget, and the compilation will depend on these
choices.

Compilation Challenge: Superposition Queries. Quantum algorithms such as Grover [22]
and Simons [36] acccess their predicate in superposition, that is, as a unitary. Recall the search
primitive, any[ f], which has an underlying quantum implementation of Grover’s algorithm, and
hence, its predicate f is required to be unitary. To support this, we must compile these primitives
such that their predicates are compiled to unitary quantum programs and hence, correctly handle
uncomputation to ensure that the overall program is correct.

Analysis Challenge: Input-dependence. Our overall goal is to estimate the cost of these compiled
programs. For many problems such as NP-hard optimization problems, the average-case complexity
is often better than the worst-case complexity. For example, Grover’s search algorithm over an
input space of size N with K solutions has an expected complexity of O(4/N/K) but a worst-case
complexity of O(VN) calls to the predicate. Therefore we are interested in estimating the expected
cost of the given program on some given input. One way to obtain the expected cost is to run this
on hardware, but this is infeasible on current hardware. Similarly, performing a quantum simulation
of the program can be very expensive, especially when it requires many qubits. It is hence useful to
find alternate ways to more efficiently compute or bound such costs.

3.2 Traaq by Example

TrAQ overcomes the above challenges by performing a compiler-aware source-level cost analysis.
As we study only quantized programs, we know the ideal classical behaviour of each primitive, as
well as formulas for their expected cost based on some input-dependent parameters. We can utilize
this by evaluating the source program appropriately to obtain information to compute the cost
estimates of the compiled program. We also naturally account for the failure probability of each
primitive in our source-level analysis.

Let us illustrate our framework with the following example boolean formula evaluation problem,
inspired by a more general problem known as AND-OR trees. Despite its simplicity, this problem has
received significant attention in the quantum computing literature [4, 5, 25], and reveals multiple
challenges in building a quantum cost analysis framework.

Matrix Search Problem. Given a N X M boolean matrix A, does it have a row containing all 1s?
That is, compute OR(AND(Aqp, . .., Aom-1), .., AND(AN_10, ..., AN—1.M-1))-

We implement an algorithm in Figure 1 that solves this

Matrix :: (Fin<N>, Fin<M>) --> Bool
problem by searching over all rows of the matrix, and
for each row, searching through its elements to check TsRowAllOnes :: Fin<N> --> Bool
whether it contains a 0. IsRowAllOnes i = do
The program is parametrized by an abstract function return all[Matrix(i, _)J;
Matrix which models the input matrix A. The function
IsRowAllOnes uses a primitive all, which accepts a par- ~ HasAllOnesRow :: () -=> Bool

HasAllOnesRow () = do
return any[IsRowAllOnes(_)1;
Fig. 1. Matrix Search Program in CpL

tially applied function, here of type Fin(M) — Bool.
Similarly, HasA110nesRow uses any to check if there is a
row of all 1s.
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Input-dependent Cost Analysis. We give a compiler-aware cost analysis EmTQ, which maps
source programs to cost expressions. As each primitive can only be realized up to some accuracy,
we first annotate every primitive call in the program with a symbolic failure probability. We then
use the known query cost formulas for these primitives to compositionally compute the total cost.
For example, the primitive any has the following cost equation:

ExpCost [any, [£(x, )11(0) = Eqsearch (N, K, €) - 2 Cost " [f]

where f(v) = [f](c(x),0) is the function evaluating the predicate, and [[-] is a deterministic
source semantics. The parameter Kf ={o e {0...N -1} | f(v) = 1}] is the number of solutions,

which we can compute using only the source semantics. The function (ﬁw[ f] is the cost of
implementing f unitarily, and the factor of 2 is to account for uncomputation.

The primitive is implemented using the quantum search algorithm [11], which for a search
space of N elements with K solutions, to succeeds with probability > 1 — ¢, makes an expected
Egsearch (N, K, £) queries to a unitary implementing f.

Optimizing Errors. In general, we have an overall error budget eota1, and we want to pick individual
errors to satisfy this. TRAQ takes an annotated program and uses a source-level error analysis (similar
to the cost analysis above) to compute a symbolic expression for the overall error. In our example,
it produces

err?[HasAl10nesRow] = &, + Wosearch (N, £2) - 24/e;

It then picks individual errors ¢, €, € [0, 1] such that the above term is bounded by éi,,1. We can
also further optimize these to minimize the cost expression above.

Superposition and Nested Calls. In this example, the outer any is implemented using quantum
search by [9], which requires unitary access to its predicate. Therefore we compile IsRowAllOnes
unitarily, using a second compiler Y. This further leads to a new challenge: the inner primitive all
must be compiled fully unitarily. So for each primitive, we also provide a fully unitary quantum
algorithm to realize it. For example, for search algorithms, we use the algorithm due to Zalka [43].
Formal Guarantees. We prove formal guarantees on the compilation and cost analysis. This
ensure that cost of a quantized classical program can be soundly analyzed at the source level,
without requiring compilation or execution of the target:

THEOREM 1 (QUANTUM COMPILATION PRESERVES EXPECTED COST). For every well-formed CpL
statement s and well-formed input o,

ExpCost[Q[s]](0) < ExpCost[s](c) + err?[s] - Havoc[s],

—Q
for quantum compiler Q[-], total error probability err?[-] and worst-case quantum cost Havoc ™ [-].

Intuitively, this states that the expected cost is bounded by our analysis, except for an ¢ = err?[s]
probability of failure, where it incurs the worst-case cost.

THEOREM 2 (QUANTUM COMPILATION PRESERVES SEMANTICS). For every well-formed CpL statement
s and well-formed input o,

TIQIsI (@), 1o < errls)
where [[-]] is the probabilistic target semantics, and TV is the total variation distance.

Intuitively, this states that the output distribution of the compiled program is e-close to the
deterministic output of the source program (where 1 denotes the delta-distribution).

To establish both these results, we formalize the quantum and unitary compilation of source
programs, and also use the correctness of the unitary compiler.
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3.3 Implementation

We implemented TrAQ as a Haskell package in ~ 9000 LOCs, it provides the source-language CpL
as a deeply embedded DSL, including static typing, semantics, cost analysis, and compilation to the
target-language QpL. We implement the probabilistic semantics using a probability monad [31]
which allows efficient sampling and computing expectations.

One of our design principles is extensibility — to support adding new primitives with ease.
We enable this by implementing a growing polymorphic AST inspired by prior Haskell work on
extensible ASTs [28, 38]. To give an idea, the expression AST is
data Expr £ = ... | PrimCall ¥
data Program £ = ...

where P is the current extension in use. An extension could be a single primitive or a collection
of primitives, or some annotated (collection of) primitive. We use typeclasses to allow adding
functionality to each new primitive, and generics to automatically derive functionality for collections
of primitives. E.g., Evaluate for semantics, ExpCost for cost etc.

class ExpCost (AnnErr P) where
expCost :: (MonadCost # m) => £ -> ¥ -> m Cost

where MonadCost is a mtl-style monad class supporting computing cost. As a result, TRAQ provides
full extensibility to add new primitives without changing the core framework.

We then use a simple wrapper to annotate our primitives with a failure probability, and provide
their cost:
data AnnErr £ = AnnErr Double # -- annotate primitives with failure probability.
annotateProgram :: Program # -> Program (AnnErr %)
instance (Evaluate #) => ExpCost (AnnErr %) where

expCost (AnnErr eps p) o = ...

To optimally pick the failure probabilities, each primitive is annotated with epsilons ¢;. Then, error
and worst-case analysis is used to obtain symbolic expressions for each. Then, TrAqQ solves for
optimal epsilons satisfying an overall error budget, subject to minimizing the cost expression. Then,
computed epsilons are substituted and used in compilation and computing expected costs of the
program.

4 Discussion

In summary, we provided an overview of TRAQ, a framework for estimating the quantum cost of
classical programs, with formal guarantees and practical implementation as a Haskell package.

Our Contributions. The framework is being actively developed to incorporate more primitives
and language features. An initial version of this work is publicly available', which provides a formal
development and implementation of TrAQ:
(1) Design of a classical language, CpL, with high-level primitives that can be quantized, and its
compilation to a classical-quantum language QpPL.
(2) Compiler- and error-aware cost to bound input-dependent expected quantum cost of com-
piled programs with formal guarantees on the correctness of compilation and cost analysis.
(3) High-level search primitive with variants compiling to Grover’s search [25], brute-force
search, and rejection sampling.
(4) A Haskell package, with an EDSL to write source programs, and an extensible library to
add new primitives and its evaluation.
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